
 
 

 

 

 

 

 

 

 

  

PERFORMANCE 

MONITORING 
D365 FO 

Birgir Gunnlaugsson 
bgunnlaugsson@dynax.is 



 
 

© Birgir Gunnlaugsson. All rights reserved. No part of this publication may be reproduced and/or published by print, 
photoprint, microfilm or any other means without the prior written permission of Birgir Gunnlaugsson 

 
 

 
 
 

Table of Contents 
General Overview ......................................................................................................................................................................................... 3 

Available Microsoft documentation .............................................................................................................. 3 

Target audience/users ................................................................................................................................... 3 

User access rights needed (end to end) ......................................................................................................... 3 

AGENDA ........................................................................................................................................................................................................... 3 

Common symptoms.................................................................................................................................................................................... 4 

Monitoring ...................................................................................................................................................................................................... 4 

LCS environment monitoring tool ......................................................................................................................................................... 5 

Monitoring dashboard................................................................................................................................... 6 

Raw information logs .................................................................................................................................... 8 

SQL insights .................................................................................................................................................................................................... 9 

 

  



 
 

© Birgir Gunnlaugsson. All rights reserved. No part of this publication may be reproduced and/or published by print, 
photoprint, microfilm or any other means without the prior written permission of Birgir Gunnlaugsson 

 
 

General Overview 

Purpose 

This document is merged from many Microsoft documents and explains the performance monitoring and 

diagnosing possibilities in D365 FO from tier2+ (dev), tier 1(UAT) and the Production environment.    A specific 

focus in this document is the monitoring possibilities for the Production environment. This document will lead the 

reader step by step explaining what and how to use, for different scenarios. 

 

Available Microsoft documentation 
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/monitoring-diagnostics  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-

services/performancetroubleshooting  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/querycookbook  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/issue-search-lcs  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/sysadmin/optimization-advisor-overview  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/perf-test/trace-trace-tutorial  

 

Target audience/users 
This document is targeted for technical consultants and architects, developers, functional consultants and 

architects and super business users (IT people).  

 

User access rights needed (end to end) 

Admin rights are needed for the LCS project with privileges to run the needed monitoring tools in the LCS and to 

create a trace in the client web browser in the Prod environment.  Admin rights to use a dev box in the business 

environment (same code base as in the production environment) to analyse the trace when needed.  A fully 

configured Trace parser needs to be installed on the dev environment and access to the SQL database and to 

Visual Studio is needed. 

AGENDA 
1. Common Symptoms  
2. Monitoring 

a. LCS Environment monitoring 
b. Monitoring dashboard 

  

https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/monitoring-diagnostics
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/performancetroubleshooting
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/performancetroubleshooting
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/querycookbook
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/lifecycle-services/issue-search-lcs
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/sysadmin/optimization-advisor-overview
https://docs.microsoft.com/en-us/dynamics365/fin-ops-core/dev-itpro/perf-test/trace-trace-tutorial
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Common symptoms 
The most common symptoms and the best tools to use are: 

 

 

 

 

Monitoring 
This topic describes the various tools that Microsoft Dynamics Lifecycle Services (LCS) provides to help you 

monitor, diagnose, and analyse the health of the Finance and Operations environments that you manage. 

To have a successful onboarding experience to the cloud service, you must know the health of your environments 

at all times. You must also be able to troubleshoot any health issues that occur. Microsoft Dynamics Lifecycle 

Services (LCS), which is the administration centre, contains a collection of monitoring and diagnostics tools that 

can help to ensure that you have an accurate view of the environments that you manage. 

In business operations software, you should always know whether your environment is up and running, so that it 
can perform business operations. You should also be able to easily view the health of the environment through 
LCS. Microsoft supports two types of monitoring capabilities: 

 
• Availability monitoring – This type of monitoring performs a check against the environment to make sure 

that it's available at all times. If the check fails, the Microsoft Service Engineering team is immediately 
notified. 
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• Health monitoring – In addition to availability checks, some basic health checks must be performed. These 
health checks span various components, such as Application Object Server (AOS), Batch Framework, Data 
Management Framework, Microsoft Azure SQL, and Management Reporter. These checks are done based 
on multiple data sources, such as the telemetry that is collected from the environments, checks that are 
done by a watchdog service that continuously monitors the environment, and CPU counters and other 
system-level counters that the environment emits. Some health checks are self-healing and are mitigated 
immediately. However, other health checks are reported to the Microsoft Service Engineering team for 
investigation. 

 

Diagnostics 

When a user reports an issue, you can use various tools in LCS for troubleshooting. The rich set of telemetry data 
helps you build a storyboard view that shows what that user and other users were doing when the issue was 
reported. In addition to user activity tracking, a rich set of SQL data is available for performance troubleshooting. 
 

Analytics 

Analytics is another critical use case for the telemetry data that is collected. Currently, only Microsoft can perform 
analytics, so that it can gauge and understand feature usage and performance through Microsoft Power BI. 
 

Responsibilities 

For a managed cloud service such as Finance and Operations, Microsoft is responsible for actively monitoring the 
health of production environments at all times. If a customer's environment is affected by an issue, the Microsoft 
Service Engineering team is immediately alerted. The team will start to investigate the issue and will work with 
you to find a resolution. However, you're responsible for proactively or reactively monitoring and troubleshooting 

the health of non-production environments.  Performance symptoms in D365 FO environments can be 

monitored and diagnosed by several tools, different between tiers as shown below.   
 

 

LCS environment monitoring tool 

Access the Monitoring and diagnostics portal 

1. Open LCS and navigate to the appropriate project. 
2. In the Environments section, select the environment to view, and then select Full details. 
3. On the environment details page, select Environment monitoring to open the Monitoring and diagnostics 

portal. 
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Monitoring dashboard 

On the Environment monitoring page, select the Health metrics tab to view the Monitoring dashboard. Health 
metrics are collected for every machine and component. These health metrics include CPU usage, available 
memory, errors logged per second, and batch heartbeat. You're alerted about any abnormalities in the metrics. 
Although some alerts are self-healing, the Microsoft Service Engineering team will investigate the cause of other 
alerts and then take action to mitigate them.  

 

 

 

Health metrics 

You can view the health monitors for a specific area to see what is occurring. 
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Activity monitoring 

On the Environment monitoring page, select the Activity tab to use the Activity monitoring tool. This tool 
provides a storyboard view that shows what you or another user was doing during a specific period. 
 

 

• The User interaction chart shows a user's activities on various machines in the environment and the SQL 
utilization trend. 

• The User load section shows all the system users. Each chart shows the time that the user spent on a 
specific machine. 

• The Activity load section shows the activities that were performed on each machine. If you hover over an 
activity, you see the Form:Control:Action as a tuple. For example, if you look at LedgerJournal:New:Click in 
this section, you can see that user A opened the LedgerJournals page and selected the New button to 
create a new journal entry. 

• The User activity grid shows the various activities that users performed, based on their session timestamp. 

You can use the filters on this page to narrow the information logs. Here are some of the filters that are available: 

• Time duration – Go back 60 minutes from the selected date and time. 
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• User – View a specific user's activities. 
• Search terms – Create a search that is based on the issue that is being investigated. 

 

 

NOTE: The page doesn't load data by default. To load the data that is required in order to show the page, you 

must select the time duration and then select Submit time. 

 

Important: The Activity monitoring tool retains data for only 30 days. 

 

Health metrics 

 

 

Raw information logs 

For advanced troubleshooting, you can view raw information logs. You can use a set of predefined queries to get 
raw logs for an issue. You can then export the logs to do more advanced analysis. The following types of queries 
are available: 
• Slow queries 
• Deadlocks 
• Crashes 
• Financial reporting issues 
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SQL insights 
 

 

 

 

The Monitoring and diagnostics portal also includes advanced SQL troubleshooting tools to enable performance 
analysis. Some of these tools are similar to the DynPerf tool that was used for SQL troubleshooting in Microsoft 
Dynamics AX 2012.  
 

 

 

 

 

Query cookbook 

This topic provides details on each query under the SQL Insights tab on the Environment Monitoring page in 
Lifecycle Services (LCS) and how they should be used when troubleshooting performance issues. 
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Current blocking 

Lists any currently blocked queries, and also the SPID that is blocking them, how long they have been blocked, 
and what resource they are waiting on. This can be used in conjunction with the query to see the blocking tree, 
which provides a graphical overview of some of the same information. Blocking by itself is normal in a healthy 
system and is only a problem when it becomes excessive or starts degrading business activities. 
Next steps 

• Determine which process is blocked, and which process is blocking it and why. 
• To resolve blocking, the only two options are to let it run and clear naturally, or to end the lead blocker 

process, which will roll back work. Generally, the lead blocker should only end in situations where it is not 
believed that it will clear naturally (such as a bad query plan), or in situations where a critical process is 
unable to run and needs to be completed immediately. 

• To avoid the same blocking in the future, you can use indexes or plan guides, or disable lock escalation 
and page locks if processes are blocking each other while operating on different records. If processes are 
operating on the same records, the only way to avoid blocking is by refactoring or rescheduling the 
processes so that they do not operate on the same records at the same time. 

 

Current blocking tree 

Provides a graphical view of the SPIDs and statements that are currently causing blocking or being blocked. This 
can be used in conjunction with the current blocking query to see more detailed information. Blocking by itself is 
normal in a healthy system and is only a problem when it becomes excessive or starts degrading business 
activities. 
Next steps 

• Determine which process is blocked, and which process is blocking it and why. 
• To resolve blocking, the only two options are to let it run and clear naturally, or to end the lead blocker 

process, which will roll back work. Generally, the lead blocker should only end in situations where it is 
believed that it will not clear naturally (such as a bad query plan), or in situations where a critical process 
is unable to run and needs to be completed immediately. 

• To avoid the same blocking in the future, you can use indexes or plan guides, or disable lock escalation 
and page locks, if processes are blocking each other while operating on different records. If processes are 
operating on the same records, the only way to avoid blocking is by refactoring or rescheduling the 
processes so that they do not operate on the same records at the same time. 

 

Current DTU 

Provides a detailed breakdown of the current DTU by component. DTU is a percentage measure of total SQL load 
and is reported as the maximum value of any of the subcomponents. Use this query to determine which 
subcomponent is causing high DTU. High CPU is often related to bad query plans. High Data I/O is often related to 
large imports or exports. A high Log Write percentage is often related to bulk processes, such as reporting, which 
make changes to large numbers of intermediate records. 
Next steps 

• If high CPU is the cause of high DTU, view the currently running queries or most expensive queries for the 
last hour. To address the issue, get better query plans by adding indexes, changing the query, or, as a last 
resort, adding plan guides. 

• If high Data I/O is the cause of high DTU, look at currently running queries and also current batch jobs, 
and try to determine what might be writing large volumes of data. Consider scheduling those processes to 
run outside of business hours. 
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• If high Log I/O is the cause of high DTU, look at currently running queries and also current batch jobs to 
determine what might be doing large amounts of intermediate processing. Often, high Log I/O is caused 
by the use of real fully logged tables as pseudo-temp tables during processing, such as in reporting. 
Address this by running those processes outside of business hours or by changing the processes. 

 

Currently running queries 

Provides a list of all queries that are currently in a state of being executed or blocked on this database, and also 
the total execution and wait times of each query. Queries that have high execution time and low wait time are 
often indicative of bad query plans. Queries with high wait time and low execution time are indicative of blocking. 
If relatively fast operations are being run many times, sometimes they can be found by running this query 
multiple times in a row and looking for commonly occurring queries with fast execution time. 
Next steps 

• If high CPU time is seen, get the query plan for the query, and also see whether other query plans that 
have been used for this query are more efficient. Consider addressing the issues with a new index, with a 
change to the query, or, as a last resort, by adding a plan guide. 

• If high wait time is seen, view the current blocking and current blocking tree to determine why the query 
is blocked. This is occasionally addressed by disabling lock escalation or page locks if that is the cause of 
the blocking. More often, it is addressed by segmenting the work that is being performed to ensure that 
the same record is not processed by two queries at the same time. 

 

Get fragmentation details 

Fragmentation is when the records are not stored contiguously inside of the page. When there is unused space 
between records on a page, which occurs through data modification that is made against the table and to the 
indexes defined on the table, this is SQL index fragmentation. Dynamics 365 Finance and Operations apps use SQL 
Azure DB premium SKUs which are backed by SSDs. This means that the fragmentation does not cause the same 
level of issues as on a database that is backed by a SCSI drive, but it still it could cause slower performance. With 
higher fragmentation, there is a higher chance that it could affect the performance of queries that use this 
fragmented table/index. 
Next steps 

• This query shows the list of tables, indexes with their fragmentation percentage, and a recommendation 
to either REBUILD the index or REORG the index. When you rebuild or reorg an index it will pack the 
records next to each other and avoid gaps in between, thus reducing the fragmentation. 

 

Get index details 

Provides details about all indexes on a given table. This query is usually used before adding new indexes, to 
ensure there are no existing indexes that should be altered instead. 
Next steps 

• If you are adding a new index, verify that there is not an existing index that should just be adjusted 
instead. Each new index adds overhead on all write operations. Therefore, new indexes should be added 
sparingly. 

• Existing indexes can occasionally cause blocking if they support page locks, and large processes running at 
the same time are locking pages that contain records for each process. Disabling page locks should also be 
done sparingly, because it will degrade write operations that would have benefitted from page locks. 
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Get lock details 

Provides a list of all locks held by a given SPID. This is useful when a blocking tree shows that a SPID is part of a 
blocking chain. Sometimes, this query will reveal that page locks or lock escalation are the cause of the blocking. 
Other times this query is useful for seeing how many keylocks in given tables are being held. 
Next steps 

• If page locks or lock escalation are causing issues, they can be disabled. However, this should be done 
cautiously, because there are valid cases where lock escalation and page locks are needed for good 
performance. 

• If a SPID is just holding large numbers of locks, reducing the amount of data processed within one 
transactional scope can reduce the number of locks and therefore the chances of experiencing blocking 
and deadlocks. 

Parameters 

The SPID can be obtained either from the list of currently running queries or through the list of current blocking 
queries. No historical information about SPIDs is available because the SPID ID is only valid while the SPID is 
currently being executed. 
 

List of current plan guides 

Provides a list of all plan guides currently installed in the database. 
Next steps 

• You can determine whether a query plan was created based on a plan guide by looking in the query plan 
XML. If the plan was generated based on a plan guide, the plan guide name will be specified in the XML. 

• If a plan guide is installed but is not being used, verify that the SQL statement text and parameter list for 
the plan guide are identical to the actual query. Any differences, even in whitespace, will stop a plan 
guide from being used. 

 

Get list of query ID's 

If query text is known to be causing a problem, this query can be used to find the query ID for that query. This can 
occur if the SQL statement is showing up in an error message, in tracing, or in telemetry. After the query ID for 
the statement is found, it can be used for other operations, such as finding query plans or applying plan guides. 
Next steps 

• After the query ID for a given statement is found, it can be used to find previous plans for that query so 
that it can be optimized. 

Parameters 

• Provide a substring of the query statement, such as "%FROM GENERALJOURNALENTRY T1%". 
 

Get XML for a given plan ID 

This provides the SQL plan in XML format for a given plan ID. 
Next steps 

• Save the XML as a .sqlplan file and open it in SQL Server Management Studio or other plan reading tools. 
From the query plan, you can often find optimizations, such as index additions, that will be beneficial. 

• The plan might have an index recommendation listed but be cautious when applying those indexes. SQL 
will often recommend creating indexes with excessive numbers of columns to optimize a single query, 
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which can have a negative impact on other queries or the system as a whole. View these recommended 
indexes as hints to begin analysis, not as something to be directly applied. 

Parameters 

• The plan ID can be obtained from a variety of sources, such as currently running queries. If you only have 
a query ID, you can use "get a list of query plans for a query" to figure out which plan IDs have been used 
for a query. 

 

Get query plan and execution stats 

Provides a list of plans and execution statistics for a given query. This is useful for determining whether a query is 
obtaining multiple query plans with different performance characteristics over time. 
Next steps 

• If a query is getting multiple query plans with vastly different performance characteristics, start by 
retrieving and analyzing the plans to determine what is different and why one is far better than others. 

• In order for SQL to use a better query plan, the best solution is to make index changes or add query hints 
directly in code. 

• If indexes and query hints are not enough, as a last resort, a plan guide can be added to force the better 
plans always to be used. Be careful when using a plan guide, because sometimes a query plan is fast for 
some parameter values but overly slow for other parameter values. 

Parameters 

• The query ID can be obtained from multiple other operations, such as currently running queries, current 
blocking queries, most expensive queries, and query by statement text. 

• The time interval in terms of hours will often be specified as "168" to show all plans for the last week or 
"24" to show all plans for the last day. Often, plans will change multiple times per week but might be 
stable for a few days. Therefore, selecting larger intervals here is often advantageous. 

 

Get wait stats 

Provides information about what a given query plan has waited on in a given time range. This is useful when a 
query regularly takes longer than it should, and you have been unable to determine whether it is CPU time or 
blocking. Similarly, if you see blocking but need to know what kind it is, this will provide that information. 
Next steps 

• If a plan is primarily waiting on CPU, the plan is just inefficient and needs to be fixed through the addition 
of indexes or hints, or by restructuring the query. 

• If it is waiting on lock, the query is experiencing blocking. This is more difficult to determine unless you 
can see the blocking happening actively through the blocking tree query. In this case, the next step is to 
evaluate the records that are being edited and try to determine what other processes could be editing the 
same records at the same time. Often, the same query running in multiple threads at the same time will 
block itself. 

• If it is waiting on I/O or latch, there are likely either large volumes of data being transferred or large 
numbers of small transactions. If possible, perform writes in small batches instead of just one record per 
transaction. 

 

Parameters 

• The plan ID can be obtained from a variety of sources, including currently running queries and the most 
expensive queries. If you have a query ID, you can get plan IDs by using the query to get a list of plans for 
that query. 
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• Ideally, the time range should target a specific time when an issue was occurring. For instance, if DTU was 
high for an hour, you should target just that hour of execution. 

 

List most expensive queries 

Provides a list of the most expensive queries during the specified period. The decision about which attribute 
should be considered when computing most expensive queries can also be provided. This is often used when high 
DTU is seen for a period, to determine which query is causing the high DTU. In order to use this query effectively, 
it is important to determine which DTU component is being addressed. 
Next steps 

• View the most expensive queries by total CPU to find queries that are causing high DTU utilization. These 
queries are usually fixed through indexes, query changes, or, as a last resort, plan guides. 

• View the most expensive queries by total duration to find queries that might be slowing down the user 
experience. If these queries also have high total CPU, fix the query plans. If they have low CPU, it is likely 
the result of blocking. 

Parameters 

• For the number of hours, specify "0" if you are looking at currently occurring issues, such as currently high 
DTU. This will provide results for the current hour. If you are looking for generally high DTU over time, 
specify either "24" for the last day or "168" for the last week. 

• For the ordering, select "total CPU" to find high DTU impact for recurring queries. Select "average 
duration" to find queries that are not run often but that might be slow. Select "total duration" to find 
recurring queries that might be slowing down users. 

 

Create non-unique index on table 

Background 

Indexes should generally be created through the standard metadata package and database synchronization. This 
ensures that Sandbox and PROD, and any other environments, always share a common definition. Occasionally, it 
is necessary to install a new non-unique index at runtime to mitigate an ongoing outage or issue where a regular 
deployment would take too long. This action can be used to install that non-unique index. 
Next steps 

• After specifying the index to create, the next step should be to migrate that same index definition to the 
next available official metadata release. 

• Duplicate indexes generally do not cause any noticeable issues. Therefore, leave the manually created 
index in the system until after the official index has been completely rolled out. 

Parameters 

• The index name is any unique string not currently in use by an existing index on this table. For easy 
identification, it is recommended but not required that the index name follow the format 
PERF_IDX_&lt;tablename&gt;_&lt;number&gt;. For instance, an index might be named 
PERF_IDX_LEDGERJOURNALTRANS_1. 

• The columns parameter is a comma-separated list of physical column names in the order that they should 
appear in. 

• The included columns parameter is a comma-separated list of physical column names in the order that 
they should appear in. If no included columns must be specified, leave this parameter blank. 
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Create a plan guide to force Plan ID 

SQL will recompute a new plan each time the plan cache is flushed, such as when an update of statistics runs. The 
plan that is chosen is based on "sniffing" the parameters of the first execution of that query. After that, the same 
plan will be used, regardless of parameters. For this reason, the same query might sometimes get multiple plans, 
some of which are far worse than others for given data distributions. This action can be used to force SQL to use a 
specific plan, regardless of which parameters are sniffed. Note that this action applies only to the database that it 
is executed on. Therefore, it should be used as a last resort, after the addition of indexes, hints, or code changes 
that will flow between development and production environments. 
Next steps 

• After the list of plan IDs and execution statistics for a specific query ID are found, the SQL plan for each ID 
should be downloaded and analyzed. After the best plan is determined, this script can be used to force 
that plan to be used, regardless of parameters. 

Parameters 

• The force_plan_id parameter is the ID of the plan that should be used going forward. This can be found 
from the query to get all plan IDs for a given query. Be sure to validate that the XML of the plan is a good 
plan before forcing, because forcing a bad plan can have negative effects. 

• The name parameter is any unique string not currently used by an existing plan guide. 
• The statement parameter is the SQL statement that should be forced. This can be obtained from many 

other queries, including currently running queries and most expensive queries. Ensure that this is copied 
precisely, including whitespace, because differences in whitespace will cause the plan guide not to work. 
Also, do not include the parameters for the query in this text, because they are specified separately. For 
instance, on a select query, the first characters of the statement should always be "SELECT". 

• The params parameter is the set of @P1, @P2, and so on, parameters for the query. These can be 
obtained from other queries, including currently running queries and most expensive queries. When 
pasting in the parameters, remove the outer parenthesis. For instance, paste in "@P1 int,@P2 
nvarchar(21)". If there are no parameters for the query, leave this value blank. 

 

 

Create a plan guide to add table hints 

SQL will recompute a new plan each time the plan cache is flushed, such as when an update of statistics runs. The 
plan that is chosen is based on "sniffing" the parameters of the first execution of that query. After that, the same 
plan will be used, regardless of parameters. For this reason, the same query might sometimes get multiple plans, 
some of which are far worse than others for given data distributions. This action can be used to add specific hints 
to the query. This is different than forcing a plan guide, because SQL will still perform parameter sniffing and 
occasionally select different plans. However, the query hints will be applied in those plan computations. Note that 
this action applies only to the database that it is executed on. Therefore, it should be used as a last resort, after 
the addition of indexes, hints, or code changes that will flow between development and production 
environments. 
Next steps 

• Usually, query hints are determined after looking through multiple different query plans for a given 
query. For example, if an index seek on a table always outperforms a scan, it might be beneficial to add a 
FORCESEEK hint. 

• After hints have been determined and tested locally, use this action to install a plan guide that will add 
those query hints to future executions of the query. 

Parameters 
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• The name parameter is any unique string not currently used by an existing plan guide. 
• The statement parameter is the SQL statement that should be forced. This can be obtained from many 

other queries, including currently running queries and most expensive queries. Ensure that this is copied 
precisely, including whitespace, because differences in whitespace will cause the plan guide not to work. 
Also, do not include the parameters for the query in this text, because they are specified separately. For 
instance, on a select query the first characters of the statement should always be "SELECT". 

• The params parameter is the set of @P1, @P2, and so on, parameters for the query. These can be 
obtained from other queries, including currently running queries and most expensive queries. When 
pasting in the parameters, remove the outer parenthesis. For instance, paste in "@P1 int,@P2 
nvarchar(21)". If there are no parameters for the query, leave this value blank. 

• The hints to apply can be tested locally by just manually adding them to the end of a query. If table aliases 
are used, they should match the table aliases in the statement text. 

 

Drop index 

Background 

Usually, extra indexes on a table only add minor incremental costs. But in some situations, such as high-
throughput tables, the existence of an extra index can cause large performance degradation. The correct way to 
remove indexes is to remove them from metadata. But if they need to be removed more aggressively to mitigate 
an ongoing issue, this action can be used. 
Next steps 

• From the query to list all indexes for a table, determine the index name to drop. 
• Verify that no other workloads will be negatively affected by removing this index. This is a dangerous 

operation to perform and might cause other workloads to regress. 
• Provide the table and the index name to drop. 
• Apply the same change in other environments, such as DEV and Sandbox, ideally by removing the index in 

metadata to keep all environments in sync. 
 

End SQL process 

Background 

If a SPID is consuming too many resources and degrading the operation of other processes, it might be beneficial 
to end the SPID process. This will cause the open transaction to roll back, meaning that data should not be lost, 
but the process might need to be manually restarted. Note that rollback can also take a long time and consume a 
lot of resources if the transaction has already performed a lot of work. Therefore, this action should be used with 
caution. 
Next steps 

• From the blocking tree and other queries, determine which SPID should end. 
• Verify that the processing that is being performed by the SPID can end without causing harm to ongoing 

business operations. 
• Provide the SPID number to end and roll back that operation. 

 

Disable/enable page locks and lock escalation 

Background 

In many situations, SQL will either take page locks (locking a full page at a time) or escalate to entire table locks 
(locking the whole table). This enables SQL to perform actions that edit a high volume of rows more efficiently. 
However, this can cause problems and unnecessary contention in certain workloads. Consider two large posting 
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jobs, each running for 10 minutes and editing different rows of data that happen to reside on the same physical 
data page. This might cause the two postings to serialize and to take 20 minutes because of the contention. This 
query can be used to disable lock escalation and page locks for a given table. It should be used cautiously, 
however, because there are valid reasons for SQL to use page locks and lock escalation. 
Next steps 

• After determining that unnecessary contention is being experienced on a given table because of lock 
escalation or page locks, use this query to disable those options. 

Parameters 

• The table name is the physical name of the table. 
• The value of the lock escalation and page locks is either "ON" or "OFF". 

 

Rebuild index 

Background 

Over time, as processes edit existing records and write new records into tables, indexes might become 
fragmented. This increases the amount of I/O necessary to process the same number of records and might cause 
performance degradation. This operation will rebuild indexes to reduce page fragmentation. This is an expensive 
operation and has been known to cause contention while running. Therefore, the environment should be 
monitored while this operation is running. 
Next steps 

• Monitor blocking and DTU in the system while this operation is running. If the system degrades 
unacceptably, consider ending this operation. 

 

Remove plan guide 

Background 

If plan guides have been installed and are having a negative impact, or if they just are not working, it might be 
necessary to remove a plan guide. This query enables removal of an existing plan guide. Note that removing a 
plan guide will not affect any currently running queries until the next time they are executed. 
Next steps 

• After determining which plan guide should be removed, specify the name of the plan. 
Parameters 

• The list of existing plan guides and associated names can be found from the list of current plan guides 
query. 

 

Update statistics on table 

Background 

Updates statistics on the specified table. Occasionally, statistics can be found to be out of date and to be causing 
query plan issues, such as after an import process that has skewed the statistics of the table. Note that this action 
will have a significant performance overhead while running and has also been known to cause blocking on queries 
that use the same table. Therefore, it should be used sparingly and monitored while running to ensure that the 
system does not degrade. 
Next steps 
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• While running this query, monitor both current blocking and current DTU to ensure that system 
performance does not degrade unacceptably. If it does, consider ending the update statistics command. 

Parameters 

• The table name parameter is the physical name of the table to update statistics for. 
 


